
SOME INTERESTING FACTS ABOUT HADOOP MAPREDUCE (AND CLOUD COMPUTING) 
 Hadoop requires numerous large data centers. The top five U.S. Internet firms operate over 300 data centers in 

the continental U.S., which cost around $1 billion each to construct and consume over 200,000 square feet each. 
Each data center is two to three times larger than a Wal-Mart. The U.S. government operates over 2,000 data centers. 

 Hadoop data centers employ few workers. Each $1 billion Hadoop data center employs fewer than 50 people, 
which is 10 times less than a single Wal-Mart Super Center. Their operation doesn't contribute to local economies. 
Internet firms are offered tax free status, municipal bonds, and little or no-cost real estate for their data centers. 

 Hadoop consumes a lot of U.S. energy. Hadoop clusters consume 2.2% of America's power (i.e., 567 Terawatts 
out of 25,776 Terawatts generated each year in the U.S.). U.S. nuclear power plants generate 400 Terawatts of power 
each year. Therefore, Hadoop clusters consume all power generated by U.S. nuclear power plants (and then some). 

 Hadoop is not energy efficient. Hadoop clusters consume a lot of power even when idle. Power consumption 
starts at around 10 kilowatts, which is close to the idle power of the nodes in the cluster (for a small one). Ten 
Petabytes of raw storage takes four times that amount (i.e., 40 kilowatts of power during idle state). A single Hadoop 
data center consumes about 36 megawatts per year (requiring highly-specialized power, space, and cooling). 

 Hadoop wastes 90% of the energy it consumes. Hadoop data centers waste 90% or more of the electricity they 
pull off of the grid. A typical Hadoop node is a personal computer motherboard with two 8-core CPUs, 96 Gigabytes 
of RAM, four to eight 4 Terabyte SATA (spinning) hard drives, etc. A 10-rack cluster has 1,000 of these PC boards. 
A Super Wal-Mart sized data center has 300 clusters (for a total of 300,000 PC motherboards). All of these must be 
powered on day or night whether they are processing or not (making this a very expensive and sophisticated storage 
solution). The initial cost of each PC motherboard is low (but the annual total life cycle operating cost is enormous). 

 Hadoop wastes 90% of the resources it has. Since each node in a Hadoop cluster and data center is a complete, 
high-powered personal computer (although inexpensive), millions of CPU cycles are available on each node for 
parallel processing. However, most of these CPU cycles are idle over 90% of the time (even when processing). 

 Hadoop pollutes the environment. The U.S. produces 3,000 tons of high-level nuclear waste each year, 10 to 15 
million tons of radioactive tailings each year, and 5,369 metric tons of CO2 emissions each year. All U.S. nuclear 
waste can be directly attributable to Hadoop (and 115 metric tons of CO2 is also attributable to Hadoop each year). 
The annual cost of U.S. nuclear waste disposal is about $1 billion per year (for centuries and millennia to come). 

 Hadoop is capital intensive and creates bottlenecks. Hadoop clusters cost about $10 million. This creates 
problems for purchasing and engineering. Most firms don't have $10 million just lying around. Larger organizations 
purchase hardware in bigger increments. This creates bottlenecks for lean and agile methods, which complete 
requirements in a few hours, days, and weeks. Furthermore, Hadoop clusters require specialized power, space, and 
cooling, and initial clusters may be incompatible with data centers. It may be necessary to purchase multiple clusters 
before solutions are found, which increases costs and risks (and hinders engineering work flow). 

 Hadoop doesn't scale in a linear fashion. Academia hosts an annual contest to see which computer system can 
sort a terabyte of data the fastest. Yahoo has designed a 1,000 node cluster just to compete in this contest. Yahoo 
generally wins this contest every year using simple, low-level Assembly language-like Hadoop programs. Simple 
tests like this show that Hadoop scales in a linear fashion (i.e., adding another node does not incur any additional 
operating system overhead in its "shared-nothing" paradigm). However, practical industrial-strength Hadoop 
applications create thousands if not millions of parallel operations during the shuffle and sort phase, which saturates 
the cluster's networking switch. Oh yeah, the network is the only shared resource in this shared-nothing paradigm. 

 Hadoop offers little built-in security. Hadoop security is challenging because its interactions do not follow client 
server patterns. Hadoop is partitioned and distributed requiring authorization checks at multiple points. Batch jobs 
are executed at a later time on nodes different from the node on which the client authenticated and submitted the job. 
Jobs from different users are executed on the same nodes. Secondary workflow services access Hadoop on behalf of 
users. Hadoop jobs must have unlimited access to the cluster, nodes, and files to operate in parallel processing mode. 
Programmers have access to the entire cluster and its data, and it is at the mercy of the programmer, administrator, 
and anyone who gains access to the data center. Failing jobs may return the wrong data, even if data access attributes 
are used. The Hadoop paradigm would break down with hardware or software encryption or strong security. 

 Hadoop violates your privacy. Hadoop is a write-once, read-many times paradigm. Once information is written, it 
is stored forever. It is the basis for blockbuster Internet applications like Facebook, Yahoo mail, Google mail, 
Amazon EC2, Microsoft's Azure, Ebay, and many more, which have hundreds of millions of users each. Once a 
Gmail message is sent, it is saved forever. Users delete email messages, but they are merely quarantined from further 
use (not deleted). All of those sweet-nothings you whisper to your significant other are saved forever in Twitter, 
Gmail, and Facebook. Government agencies make thousands of requests for your sweet nothings each year. Law 
enforcement agencies monitor social networks of international travelers and act upon misunderstood colloquialisms. 

 Hadoop's complexity is understood by few. Hadoop is a complex, byte-level parallel processing computer 
programming language. It is akin to low-level operating system file manipulation in the Assembly or C programming 
languages. Technologically speaking, Hadoop takes us back to the 1950s and 1960s in terms of operating systems, 
programming, and database processing in order to manipulate the Petabytes of data produced by 3 billion Internet 



users each day. Only a few human calculator-like computer programmers can really master it. Fewer than 10% of 
Facebook's programmers have mastered Hadoop, and Facebook is the largest consumer of Hadoop technologies. 

 Hadoop is immature. Hadoop requires the use of $200, $300, and even $400 an hour or more MapReduce 
programmers. Free and open source software is a bit of a misnomer with respect to Hadoop, given its enormous total 
life cycle costs, which are hidden to the naked eye, and rarely reported by euphoric technologists and journalists. 

 Hadoop isn't easy to work with. Hadoop clusters are not easy to work with for planners, systems engineers, 
administrators, facilities personnel, MapReduce programmers, application developers, and user interface experts. 
Administration is particularly difficult, because clusters operate 24 hours a day, 365 days per year, and they can't be 
easily powered off for maintenance, upgrades, and other performance tuning tasks (or even microcode updates). 
Keeping them up to date with right hardware, software, microcode, and replacement nodes is a challenging endeavor. 

 Hadoop is overkill for some applications. Hadoop is like using a chain saw to cut through a stick of butter. It's 
great for occasional big data processing. It helps organizations and firms collect large amounts of data in order to run 
analytics, pattern analysis, behavior analysis, and trend reporting. However, based on the Pareto principle, the 
average organization would need an industrial strength solution like this in less than 20% of the cases (not 80%). 

 Hadoop is not always the best algorithm. Hadoop's principles were established by Google in the early 21st 
century to solve a specific problem. They created a simple functional byte-level processing programming language in 
C, C+, and Assembly language and applied it in parallel to sift through Petabytes of Internet data. The purpose was to 
create simple index files to support Google search requests from billions of Internet users. Yahoo took these basic 
principles, created Hadoop, and placed their creation to the realm of free and open source software. Each Hadoop job 
is divided into millions of independent parallel stateless tasks. It's a primitive, rudimentary approach for quick sorting, 
sifting, filtering, and downsizing. Hadoop is not a general-purpose data processing solution for all applications, 
which depends on over provisioning cheap commodity hardware that consumes a lot of power in its idle state. 

 Hadoop requires big up front data moves. Hadoop relies on some simple assumptions (i.e., Petabytes of data 
somehow get into a cluster, Petabytes of data are sitting at-rest waiting to be processed by serialized, byte-level 
MapReduce programs running in parallel, and Petabytes of data don't need to be archived for long-term storage in 
more cost-effective solid-state technologies that don't consume power 24 hours a day). The first assumption is 
complex. Google has dozens of billion-dollar data centers with uncleansed data scooped up from the Internet. They 
are unaffected by the economics of having 97% of the data unusable. Most companies may need to invest in front 
end technologies, processors, and facilities to Interface to the Internet and preprocess their data to clean it up. The 
second is the immense cost of having 300,000 PC motherboards drawing power night and day as a primary data 
storage (i.e., again this is economically feasible for Google, but not the average firm). Of course, only 25% of these 
nodes are available for storage, as 75% are consumed by administrative tasks and replication of data. The third 
assumption ignores the fact that it is cost-prohibitive to archive Petabytes of data even on conventional technology. 

 Hadoop has no support for backup. A typical Hadoop cluster contains 2.5 Petabytes of usable data, while an 
entire data center has 750 Petabytes of usable data. It is all stored on 300,000 PC motherboards, each with their own 
multi-Terabyte SATA hard drives. It is cost-prohibitive to archive Petabytes of data into traditional media and solid-
state technologies. Therefore, the only backup solution is to build a redundant data center for each one like Google. 

 Hadoop requires increased storage and server sprawl. The Hadoop paradigm is based on executing millions 
of serialized, byte-level file operations in parallel. As such, a typical cluster is composed of 1,000 PC motherboards 
referred to as "cheap commodity hardware." That is, Google can populate a data center with 300,000 PCs and store 
and process Petabytes of Internet data without investing in super computers or high-end storage solutions. First of all, 
uniprocessing super computers and high-end storage solutions can't store and process Petabytes of data in parallel. In 
spite of the low, initial costs and barriers to entry with warehouse-sized buildings, small maintenance staffs, cheap 
PCs, and free and open source software, very little of the hardware is actually used for storage. Up to 25% of the PCs 
and storage are used for administrative functions and all target data is replicated three times just in case an individual 
PC fails (so the data is not lost). Therefore, only 25% of the 300,000 PCs in a large data center are utilized, which 
explains why clusters and data centers are so large and consume so much power (i.e., about 36 Megawatts each). 

 Hadoop lacks third party support. Hadoop is hindered by the lack of third-party applications, products, and 
services constituting a cottage-industry that would make it easier and more cost-effective to apply and may remain so. 

 Hadoop is not highly available. Hadoop clusters have no built-in support for long-term availability, reliability, 
resiliency, and continuity of operations. Each node (motherboard) is personal computer grade hardware, which 
explains its low-initial costs and barrier to entry. About 75% of the nodes are dedicated to replicated data storage 
providing some internal availability. However, 25% of the administration tasks that run the clusters and know where 
the data is have little or no reliability or availability characteristics. Hadoop's NameNode is a single point of failure. 
Remember, the Hadoop paradigm is based on building a poor-person's massively parallel processing machine using 
cheap, commodity personal computer hardware and open source software. None of Hadoop's hardware is highly-
reliable, highly-available "carrier-grade" equipment. Google overcomes these limitations by having duplicate data 
centers spread across the nation and world, which most organizations and firms cannot afford. Long-term storage and 
archival of Petabytes of data using conventional technologies is cost-prohibitive. 



 Hadoop is not a substitute for a conventional relational database. Hadoop works by storing and processing 
unstructured flat files ranging from 64 to 128 megabyte chunks. A 1,000 node cluster has the capacity of 10 
Petabytes, but only 2.5 of those are usable. Therefore, a large data center can store around 750 Petabytes of usable 
data. It was created to scoop up and store Petabytes of unstructured Internet data that could be later analyzed for 
profitable market patterns. The data is dirty, uncleansed, lacks preprocessing, has poor data quality, is not indexed, 
etc. (i.e., all of those attributes of a relational database). Hadoop sifts through this pile of mostly unusable data using 
serialized, byte-level, Assembly language-like file processing subroutines. Hadoop is not a substitute for 
conventional technologies like Oracle, Sybase, or other relational database management systems. Hadoop is not a 
substitute for high-end data warehouse appliances either (i.e., high-performance processors with database functions 
etched into hardware with large-capacity storage). Hadoop isn't fast or interactive in terms of individual user 
performance. Hadoop is based on batch processing performed overnight or over several days. It is not intended to be 
attached to graphical user interfaces for interactive end-user processing of highly-structured data. It has little or no 
SQL support and won't reduce annual database maintenance costs. Think of it like denormalized bits and bytes. 

 Hadoop doesn't support real-time or interactive processing. Hadoop is a batch processing system. It stores 
Petabytes of unstructured data scooped up from the Internet in 64 to 128 megabyte files, chunks, or blocks. Then it 
runs thousands and millions of serialized Assembly-like byte-level file operations in parallel to find patterns, trends, 
keywords, and other significant behaviors. It outputs new files with these marketable data points that can be stored in 
conventional relational databases and data warehouses, which can be queried out quickly at a later time (i.e., like a 
Google search). Again, Hadoop assumes Petabytes of data are available at-rest in a cluster of thousands of PCs for 
large scale batch processing, filtering, and data reduction over hours and days (if not weeks). Therefore, it has no 
capability to do real-time processing of network packets as they are streaming across the Internet. Hadoop has no 
ability to query out data from a large cluster in fractions of a second in interactive or real-time fashion. Part of this 
has to do with Hadoop's shuffle and sort operations. All map jobs must be completed before reduce jobs are started 
and completed. Individual jobs or tasks finish when they finish, voting takes place on the best results, and the job is 
completed at some later time. Job failures are common due to the complex Assembly-like Java programs. Hadoop is 
not a good solution for performing real-time analytics on point-of-sale transactions (or similar real-time needs). 

 Hadoop not a place to learn Java programming. There are a lot of assumptions about Hadoop from both the 
market and Hadoop development community itself. First, Hadoop is still in its "euphoria-stage" from a market 
standpoint. Many believe that Hadoop is no more complex to program than HTML was in 1993. The number of 
websites increased from a few thousand to several million in two or three years due to HTML's simplicity. However, 
Hadoop is a serialized byte-level Assembly language-like massively parallel computer programming language and 
paradigm. If you are a walking, talking, living, breathing human calculator who can think in terms of millions of 
byte-level operations running in parallel, then Hadoop is the right language for you. Hadoop assumes you have the 
training, education, aptitude, and motivation to program in Linux, C, C++, operating system APIs, and device-level 
Java programming. Computer scientists have known for six decades that fewer than 10% of engineers have the 
aptitude for such machine-like thinking. Oftentimes, 90% of software development personnel are idle, because they 
do not have the aptitude of machines, therefore they are relegated to tasks like project management, systems 
engineering, requirements engineering, architecture, testing, quality assurance, configuration management, process 
improvement, and documentation. This is exacerbated by the fact that Hadoop has no interactive debugging features. 
So Hadoop programmers really have to visualize why complex computer programs will or will not work in their 
heads. Less than 10% of Facebook's computer programmers are able to grasp the Hadoop programming paradigm. 

 Hadoop is not a place to learn Linux, operating systems, or file system programming. Hadoop assumes 
programmers have the skills, training, expertise, education, experience, motivation, and aptitude for the design of 
computer operating systems. You need to know your way around Linux system, how to install it, and how it is 
structured. Unix has been around for over 40 years and many engineers have been exposed to it at some time in their 
careers. However, Hadoop assumes you are a system administrator or programmer of a network of contemporary 
Linux computers in your current, daily job. You have to know all of the Linux operating system error messages, 
behaviors, and subtle nuances. You must love rudimentary file processing. You have to be able to find relevant files, 
interface to them, understand how they are mapped to the operating system, and sift through them one byte at a time. 

 Hadoop is not a place to learn computer networking. Hadoop clusters are a so-called "shared-nothing" 
solution, paradigm, or architecture. They consist of a cluster of cheap, commodity-based personal computer 
motherboards that will be tasked to perform parallel operations. They can sort through Petabytes of data in hours or 
days in an efficient manner, which would otherwise necessitate weeks, months, or even years using conventional 
computer technologies. However, Hadoop clusters do have one shared resource, "the network." Therefore, Hadoop 
assumes its programmers understand networking, network technologies, network programming, network interfacing, 
network behavior, network error messages, etc. A mastery of network operations is necessary for planning, designing, 
installing, configuring, operating, and even programming Hadoop clusters. Remember, large data centers have over 
300,000 networked personal computer nodes. Networking expertise is necessary for debugging and optimization. 

 Hadoop is obsolete. Hadoop's principles have been around for at least a decade, i.e., Google Cluster Architecture 
(2003), Google File System (2003), Google MapReduce (2004), Google BigTable (2006). Yahoo created their own 
version of Google's C++ products in Java and released them to the public as Apache's open source software Hadoop 
project in 2007. IT products are short-lived. In dog years, Google's products are about 70, while Hadoop is 56. There 
is evidence Google is already moving away from its base products and have pioneered superior capabilities. 


